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a b s t r a c t

In kernel discriminant analysis, it is common practice to select the smoothing parameter
(bandwidth) based on the training data and use it for classifying all unlabeled observations.
But this method of selecting a single scale of smoothing ignores the major issue of model
uncertainty. Moreover, in addition to depending on the training sample, a good choice
of bandwidth may also depend on the observation to be classified, and a fixed level of
smoothing may not work well in all parts of the measurement space. So, instead of using
a single smoothing parameter, it may be more useful in practice to study classification
results for multiple scales of smoothing and judiciously aggregate them to arrive at the
final decision. This paper adopts a Bayesian approach to carry out one such multiscale
analysis using a probabilistic framework. This framework also helps us to extend our
multiscale method for semi-supervised classification, where, in addition to the training
sample, one uses unlabeled test set observations to form the decision rule. Some well-
known benchmark data sets are analyzed to show the utility of these proposed methods.

© 2011 Elsevier B.V. All rights reserved.

1. Introduction

In supervised classification, one aims to predict class labels of a set of unlabeled observations given a training set of
labeled data. When the measurement variables are absolutely continuous, one common practice is to compute the density
estimates f̂j of competing classes (j = 1, 2, . . . , J) and classify an observation x to class j0, where j0 = argmaxπj f̂j(x), for πj
being the prior probability of the j-th class. For computing these density estimates, one needs to choose amodel (parametric,
nonparametric, or semi-parametric) that fits the training data well. Given a space of possible models, one usually selects
the one with the highest likelihood. For instance, in Fisher’s (see Fisher, 1936) linear and quadratic discriminant analysis,
we consider the class of Gaussian models and use the method of maximum likelihood estimation for estimating model
parameters. Even in nonparametric discriminant analysis, we often maximize the likelihood function to find the optimum
value of the smoothing parameter associated with nonparametric density estimation. For example, in kernel discriminant
analysis (see, e.g., Silverman, 1986; Hall andWand, 1988), we often use the likelihood cross-validation method to select the
associated smoothing parameter known as the bandwidth.

Consider training data (X, C) = {(x1, c1), . . . , (xn, cn)} of size n, where the xis are d-dimensional measurement vectors
and the cis are their corresponding class labels. If there are nj observations from the j-th class, the kernel estimate (see,
e.g., Silverman, 1986; Scott, 1992) of the population density function fj (j = 1, 2, . . . , J) is given by

f̂jh(x) =
1

njhd

n−
k=1

I(ck = j) K{h−1(xk − x)}, (1)
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where I(·) stands for the indicator function, K (·) is the kernel (usually a d-dimensional density function), and h > 0 is the
bandwidth. These density estimates are used to construct the kernel discriminant analysis rule δh(x) = argmaxj πj f̂jh(x).
Clearly, the performance of these density estimates and that of the resulting classifier depend on the bandwidth h, and it
has to be chosen appropriately. One can use the likelihood cross-validation (LCV) method to choose h by maximizing

L(h) =

n∏
k=1

p̂−k(ck | xk, h) =

n∏
k=1

 πck f̂ckh,−k(xk)
J∑

i=1
πi f̂ih,−k(xk)

 , (2)

where p̂−k(. | x, h) is the estimated (leave-one-out) conditional probability at x, and f̂jh,−k(x) denotes the leave-one-out
density estimate for ck = j where xk is not used; that is,

f̂jh,−k(x) =
1
hd

 n−
i=1
i≠k

I(ci = j) K{h−1(xi − x)}
 n−

i=1
i≠k

I(ci = j)

 for j = 1, 2, . . . , J. (3)

Clearly, f̂jh,−k(x)matches with f̂jh(x) if ck ≠ j. Apart from LCV, several othermethods for bandwidth selection are available in
the literature. Since the discriminant analysis rule δh(·) is constructed using kernel density estimates, one may be tempted
to use the bandwidth that is good for density estimation (see, e.g., Jones et al. (1996) for a summary of bandwidth selection
for density estimation). For instance, one can choose h by minimizing the mean integrated squared error (MISE) (see,
e.g., Silverman, 1986; Scott, 1992) of density estimates. However, the bandwidth chosen in this way has a different goal, and
it often leads to poor performance in classification problems (see, e.g., Friedman, 1997; Ghosh and Chaudhuri, 2004). Instead,
one generally minimizes the bootstrap (see, e.g., Efron, 1983) or the cross-validation estimate (see, e.g., Lachenbruch and
Mickey, 1968) of the misclassification rate to find the bandwidth. Other methods for bandwidth selection in classification
problems include those given in Hall and Wand (1988), Ghosh and Chaudhuri (2004), Hall and Kang (2005), and Ghosh and
Hall (2008).

However, all these bandwidth selectionmethods use the training data to select a single nonparametric model indexed by
h and then apply it to classify all future instances. However, one should note that, in addition to depending on the training
data, a good choice of hmay also depend on the specific observation to be classified. A fixed scale of smoothingmay notwork
well for classification in all parts of the measurement space. Moreover, this way of choosing a single bandwidth ignores the
major issue of model uncertainty. Therefore, instead of using a fixed h over the entire measurement space, in practice, it
may be more useful to consider the results obtained at various scales of smoothing simultaneously and aggregate them to
arrive at the final decision. Chaudhuri and Marron (1999, 2000) and Godtliebsen et al. (2002) proposed similar multiscale
methods for function estimation. They developed SiZer plots to study the behavior of the function estimate at different levels
of smoothing. Erästö and Holmström (2005) proposed a Bayesian version of SiZer that works well even when the sample
size is small. Holmes and Adams (2002, 2003) and Ghosh et al. (2005) also adopted multiscale approaches for nearest-
neighbor classification. Ghosh et al. (2006) used a multiscale method for kernel discriminant analysis as well. However,
the aggregation scheme they proposed is ad hoc, and its computational cost is higher, especially when there are several
competing classes. Moreover, their weighting scheme needs the upper bound and the lower bound of the bandwidth to be
specified alongwith the grid points on that range. Themultiscalemethodwepropose in this article is based on a probabilistic
framework, and it does not have these limitations.Moreover, it can also be used formultiscale semi-supervised classification,
which we will discuss later.

Here,we adopt a Bayesian approach to formaprobabilistic framework anduse it to carry out amultiscale version of kernel
discriminant analysis. This multiscale method differs from classical approaches in two main aspects (see, e.g., Bernardo and
Smith, 1994; Chickering and Heckerman, 1997). Instead of considering the bandwidth h to be fixed and non-random, here
we consider a prior distribution of h to take care of the model uncertainty and estimate its posterior distribution using both
the prior and the likelihood. Zhang et al. (2006) used a similar approach for kernel density estimation, but their method had
a different goal. Here, our main concern is multiscale classification. We consider classification results for various choices of
h and aggregate them using a Bayesian model averaging technique to arrive at the final decision rule. One should also note
that, in addition to depending on the training data, this aggregation depends on the observation to be classified, and this
makes the classifier more adaptive. In the next section, we will discuss this Bayesian multiscale approach for supervised
kernel discriminant analysis.

The probabilistic framework we use for multiscale smoothing and aggregation can also be adopted for semi-supervised
classification (see, e.g., Dean et al., 2006; Chapelle et al., 2006) using kernel density estimates. In semi-supervised
classification, along with the training sample, we also use unlabeled test set observations to construct the density estimates
and the classification rule. This type of classification is particularly useful when the training sample size is too small to
construct reliable estimates of density functions. In such cases, it would be better if we can use the information contained
in unlabeled test samples to modify these density estimates and the resulting classifier. Had the class labels of other test
set observations been known, this modification would have been easier. However, these labels are not known in practice.



2346 S. Mukhopadhyay, A.K. Ghosh / Computational Statistics and Data Analysis 55 (2011) 2344–2353

So, one either uses an expectation-maximization-type (EM-type) algorithm (see, e.g., Dempster et al., 1977) or predicts
these labels (see, e.g., Same et al., 2006) from the data and uses those predicted labels as known classes labels to modify the
classification rule. But here, instead of predicting those unknown class labels, we consider the results for all possible class
labels and combine them using the Bayesian model averaging technique. This method is described in detail in Section 3.

We know that there is a strong relationship between kernel density estimation with Gaussian kernel and Bayesian
nonparametric density estimation using Gaussian mixtures with the Dirichlet process prior (see, e.g., Ferguson, 1973). In
the latter case, the number of mixing components is also treated as random, and, along with the parameters of component
distributions, it follows a joint prior distribution D(α,G0), which is a Dirichlet process defined by a positive scalar α and a
specified base distributionG0(·) (see, e.g.,West, 1990; Escobar andWest, 1995). However, to keep it simple, herewe chose to
work with usual kernel density estimates, which are fully nonparametric in nature. Unlike Dirichlet modeling, the proposed
method does not depend on a number of hyperparameters. Also, in comparison to Dirichlet modeling, this method is far
more amenable for computation, and is comparatively easy to generalize to semi-supervised classification.

2. Multiscale approach in supervised classification

As we have mentioned before, classical methods of selecting a single optimum value of h and constructing the kernel
discriminant analysis rule based on that ignore the model uncertainty factor. So, these approaches lead to overconfident
inferences, and decisions that aremore risky than one thinks they are, or to poormisclassification rates. The Bayesianmodel
averaging method provides a coherent mechanism for accounting for this model uncertainty. The Bayesian solution to this
problem involves averaging over all possible models indexed by h when making inferences about group memberships of
future observations. In the presence of model uncertainty due to h, this model averaging procedure usually provides better
out-of-sample predictive performance than a single model selected by standard classical methods (see also Hoeting et al.,
1999).

Recall that, given the training data (X, C) and a bandwidth h, the kernel discriminant analysis rule δh classifies an
observation x to the class having the highest estimated posterior probability,

p̂(j | x, X, C, h) = πj f̂jh(x)
 J−

i=1

πi f̂ih(x). (4)

The use of a common bandwidth h in all directions usually requires some preliminary transformation (standardization) of
the data. Usual moment-based estimates of class dispersion matrices can be used for this purpose. However, one can also
use other robust estimates of scatter matrices (see, e.g., Tyler, 1987; Rousseeuw and Van Driessen, 1999).

Apart from the model uncertainty factor discussed above, the classical method of using a single h has other limitations
as well. One should also note that, in classification problems, in addition to the training sample, a good choice of bandwidth
may also depend on the observation to be classified, and using a fixed bandwidth over the entiremeasurement space is not a
meaningful option, especially when the underlying density functions are smooth in one region and non-smooth in another.
So, instead of using a single value of h, it may be more reasonable to consider classification results for multiple values of h
simultaneously and judiciously aggregate them to arrive at the final decision. Here, we adopt a Bayesian approach for this
aggregation. Note that, given the query point x and the training data (X, C), if p(h|x, X, C) denotes the posterior density
of h, the Bayesian predictive probabilities of different classes can be given by the formula

p(j | x, X, C) =

∫
∞

0
p(j | x, X, C, h) p(h | x, X, C) dh. (5)

So, p̂(j | x, X, C) (j = 1, 2, . . . , J), the estimate of p(j | x, X, C), can be obtained by aggregating the posterior probability
estimates p̂(j | x, X, C, h) computed for different values of h, and it can be expressed as

p̂(j | x, X, C) =

∫
∞

0
p̂(j | x, X, C, h) p̂(h | x, X, C) dh, (6)

where p̂(h | x, X, C) is the estimated posterior density of h given x, X andC. Note that these aggregated posterior estimates
and hence the final decision do not depend on any particular choice of h. So, the aggregation technique helps to get rid of the
model uncertainty factor by taking a weighted average of posterior probabilities, where the weight function measures how
likely a value of h is, not only with respect to the training data, but also with respect to the observation x to be classified.
This spatially adaptive nature of theweighting scheme addsmore flexibility to the classificationmethodology. However, the
number of possible choices of h is uncountably infinite, and the function on the right-hand side may not have a nice closed-
form expression to integrate. Therefore, in practice, exact model averaging over the entire model space is not feasible. Here
we propose to use theMarkov chainMonte Carlo (MCMC) technique (see, e.g., Gilks et al., 1996) to approximate this integral.
We use the usual Metropolis–Hastings algorithm, which explores the model space and automatically bypasses models with
very small p̂(h | x, X, C).
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If we assume that h has the prior distribution π0(h), it is easy to check that p(h | x, X, C) ∝ π0(h) p(X, C, x | h) =

π0(h) p(x | h) p(X | h) p(C | X, h). Therefore, we can consider

p̂(h | x, X, C) ∝

n∏
i=1


πci f̂cih(xi)
J∑

j=1
πj f̂jh(xi)


n∏

i=1


J−

j=1

πj f̂jh(xi)


π0(h)


J−

j=1

πj f̂jh(x)


. (7)

Since p̂(j | x, X, C) is the expectation of p̂(j | x, X, C, h) with respect to the estimated posterior distribution p̂(h |

x, X, C), using the MCMC technique, one can generate observations from p̂(h | x, X, C) to approximate p̂(j | x, X, C) by
the sample mean of p̂(j | x, X, C, h). However, here, the dependency of p̂(h | x, X, C) on x requires these observations
to be generated for each x separately, and that calls for a huge computation. To cut down this computing cost, we adopt a
different method. From (4)–(7), it follows that

p̂(j | x, X, C) ∝

∫ 
πj f̂jh(x)


p̂(h | X, C) dh, where p̂(h | X, C) ∝


π0(h)

n∏
i=1

πci f̂cih(xi)


. (8)

So, instead of generating a sample from p̂(h | x, X, C), one can also generate anMCMC sample {h(k), k = 1, 2, . . . ,M} from
p̂(h | X, C) to approximate (up to a constant) p̂(j | x, X, C) by

p̂(j | x, X, C) ≃ λ
1
M

M−
k=1

πj f̂jh(k)(x), (9)

where λ is the proportionality constant. Since the value of λ does not depend on j and h, one can ignore it and classify the
observation x to the class that maximizes

∑M
k=1 πj f̂jh(k)(x). Here, the estimated posterior distribution p̂(h | X, C) does not

depend on the query point x. So, the generatedMCMC sample can be used for classification of all unlabeled observations, and
one does not need to generate it repeatedly for each x. This reduces the computing cost, and this reduction is substantial,
especially when the test set is large. In order to generate a sample from p̂(h | X, C) ∝


π0(h)

∏n
i=1 πci f̂cih(xi)


, we use

the leave-one-out method for density estimation, i.e., for computing f̂cih(xi), we do not use xi as a training data point,
and compute the density estimate f̂cih,−i(xi) based on the remaining nci − 1 observations. Otherwise, p̂(h | X, C) will
be degenerate at 0, and that will be of no use in practice. Note that p̂(h | X, C) also depends on the kernel function
K and the prior distribution π0(h). Several choices for K are available in the literature. The Gaussian kernel K(t) =

(2π)−d/2 exp(−t′t/2) is one popular choice. Throughout this article,wewill use it for our data analysis. The prior distribution
π0(h) has to be specified as well. To have a proper distribution p̂(h | X, C), one has to choose π0(h) satisfying the condition

π0(h)
∏n

i=1 πci f̂cih,−i(xi)

dh < ∞. One such choice is π0(h) = c I(h > 0), where c is any positive constant. This prior is

non-informative, and hence it gives no preference to any particular value of h. For this non-informative prior, the finiteness
of the above integral essentially follows from the fact that


∞

0 h−ae−b/h2dh < ∞ for any a, b > 0. In this article, unless
mentioned otherwise, we will use this non-informative prior for our data analysis.

2.1. Results from the analysis of benchmark data sets

Here, we analyze six benchmark data sets to compare the performance of the proposed method with existing
classical methods of kernel discriminant analysis based on a single bandwidth. Three of these data sets (the synthetic
data, the crab data, and the biomedical data) have been taken from the CMU data archive (http://lib.stat.cmu.edu),
while two other data sets (the iris data and the diabetes data) are taken from the UCI machine learning repository
(http://www.uci.ics.edu/~mlearn). Detailed descriptions of these data sets are available at these data repositories. Therefore,
to save space, we chose not to repeat them here. The other data set (the salmon data) that we use here is taken from Johnson
andWichern (1992), and the description of this data set is given in that book. In the biomedical (biomed) data set, there are
some observations with missing values. We ignored those observations, and carried out our analysis with remaining 194
cases. For all these data sets, sample proportions of different classes have been used as their prior probabilities.

The synthetic data have specific training and test samples consisting of 250 and 1000 observations, respectively. For this
data set, we report the test set misclassification rate of the proposed method. For other data sets, which do not have any
specific training and test sets, we formed these sets by randomly partitioning the data in a 1:4 ratio. These two parts were
used as the training set and the test set, respectively. This randompartitioningwas carried out 250 times to generate different
training and test sets. Average test set misclassification rates of our proposed method over these 250 trials are reported in
Table 1 along with their corresponding standard errors. For the synthetic data, which have a specific test set, we computed
the standard error in a different way. When the classifier led to a test set error rate e, the corresponding standard error was
taken as

√
e(1 − e)/Nt , where Nt = 1000 was the size of the test sample. Results are also reported for standard methods of

kernel discriminant analysis, in which a single bandwidth is used for classification of all observations. As discussed above,

http://lib.stat.cmu.edu
http://www.uci.ics.edu/~mlearn
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Table 1
Average misclassification rates (%) of different classifiers and their standard errors.

LCV Cross-validation Bootstrap Normal approximation Proposed

Synthetic 9.40 (0.92) 11.50 (1.01) 11.30 (1.00) 9.30 (0.92) 9.00 (0.90)
Salmon 10.40 (0.27) 10.80 (0.26) 10.26 (0.23) 9.81 (0.21) 9.69 (0.20)
Iris 9.09 (0.38) 7.59 (0.24) 8.28 (0.33) 6.55 (0.21) 6.48 (0.21)
Crab 13.13 (0.42) 11.09 (0.24) 11.76 (0.30) 10.65 (0.24) 10.99 (0.24)
Diabetes 18.90 (0.45) 17.48 (0.30) 17.98 (0.39) 17.49 (0.29) 16.64 (0.30)
Biomed 14.40 (0.18) 14.71 (0.19) 14.10 (0.16) 16.48 (0.21) 14.59 (0.17)

this bandwidth can be selected either byminimizing theMISE of the density estimates or byminimizing the cross-validation
or the bootstrap estimate of the misclassification rate. However, we know that though the MISE bandwidth is good for
density estimation, it often leads to poor performance in classification problems, where we have a different goal (see,
e.g., Friedman, 1997; Ghosh and Chaudhuri, 2004). So, here we have not reported the error rates for the MISE bandwidth
classifier. Instead, we used the cross-validation and the bootstrap method for bandwidth selection, and the results for these
two methods are reported in Table 1. Due to stepwise nature of the estimated error rate, the cross-validation method often
leads tomultipleminimizers. FollowingGhosh and Chaudhuri (2004), we used themaximumof the optimizers in such cases.
Ghosh and Chaudhuri (2004) also proposed another method of selecting the bandwidth by minimizing a smooth estimate
of the misclassification rate derived using a normal approximation to the distribution of kernel density estimates. Here
we have reported the performance of that method as well. To facilitate comparisons, error rates are also reported for the
likelihood cross-validation (LCV) method discussed above.

Table 1 clearly shows that the proposed method performed well on all these data sets. On the synthetic data, the
salmon data, and the iris data, it had smaller empirical error rates than its competitors, though the error rate of the normal
approximation method was also quite competitive. LCV also had comparable error rate in the case of synthetic data. On
the crab data, the normal approximation method led to the best error rate, but that of the proposed method was also quite
close. On these four data sets, these two methods (the proposed method and the method based on normal approximation)
performed equally well, and in all these cases they had lower error rates than their competitors. In view of the standard
errors of the average error rates (reported inside brackets) of the differentmethods, in all these cases, the difference between
the error rates of these two methods was found to be statistically insignificant at the 5% level (we used the usual t-test to
test the equality of the error rates of the two classifiers). But for the salmon data and iris data, the error rates of these two
methods were significantly lower than those of the other classifiers considered here. However, on the other two data sets,
the proposedmethod significantly outperformed the normal approximationmethod. On the diabetes data, it yielded the best
error rate among the classifiers considered here, and this error rate was significantly lower than that of all other classifiers.
Only in the case of biomed data did the proposed method have higher error rate than the bootstrap and the LCV methods,
but even then, its performance was fairly competitive.

2.2. Robustness with respect to the choice of the prior distribution

Although we have used the non-informative prior for our data analysis in Section 2.1, one can use other priors as
well. Gangopadhyay and Cheung (2002), for their data analysis, considered the conjugate prior π0(h) = IG(α, β) =

2/[Γ (α)βα
] h−2α+1 exp


−1/βh2


, where α and β are hyperparameters controlling the shape of the prior density. Using

a simulation study, they also showed the robustness of the corresponding posterior density estimate with respect to the
choice of these hyperparameters. Note that, like the non-informative prior, here also one can easily check the finiteness of
the integral


π0(h)

∏n
i=1 πci f̂cih,−i(xi)


dh < ∞. We used this inverse gamma prior with various choices of α and β for our

data analysis, but the error rates of these resulting classifiers remained almost the same. This shows the robustness of our
method with respect to the choice of the prior distribution. In other words, this indicates that the data are more informative
about the parameter h (likelihood dominates the prior). The estimated likelihood of the labeled data p̂(X, C | h) acts as a
penalty for those values of hwhich seem less plausible.

Fig. 1 shows the histogramof theMCMC sample generated from the estimated posterior distribution of h for four different
choices (non-informative, IG(0.2, 0.2), IG(1, 1), and IG(5, 5)) of the prior distribution in the case of synthetic data. Except for
IG(0.2, 0.2), i.e., in the other three cases, these estimated posterior distributions were nearly the same. So, as expected, they
led to similar test set error rates (9.0%, 9.1%, and 9.1%, respectively) in this data set. Though IG(0.2, 0.2) led to a posterior
estimate different from others, the error rate of the resulting classifier (9.3%) was not so different. We observed the same
phenomenon for other data sets as well.

For our data analysis, we consider these three different values (0.2, 1.0, and 5.0) for α and β , and they lead to nine widely
varying prior distributions (see Fig. 2). We computed the error rate of our multiscale classifier for each of these nine priors,
and they are reported in Table 2 alongwith the error rates obtained using the non-informative prior distribution (as reported
in Table 1). Since the standard errors of these average misclassification rates were almost same for all prior distributions,
we do not report them here. The values in Table 2 clearly show the robustness of the multiscale classifier with respect to
the choice of the prior distribution. Except for the biomedical data (where IG(0.2, 0.2) and IG(1, 0.2) led to significantly



S. Mukhopadhyay, A.K. Ghosh / Computational Statistics and Data Analysis 55 (2011) 2344–2353 2349

(a) Non-informative prior. (b) Inverse gamma prior: α = β = 0.2. (c) Inverse gamma prior: α = β = 1.

(d) Inverse gamma prior: α = β = 5.

Fig. 1. Estimated posterior distribution of h in synthetic data for different choices of π0(h).

(a) α = 0.2. (b) α = 1.0. (c) α = 5.0.

Fig. 2. Inverse gamma prior for different choices of α and β .

Table 2
Average misclassification rates for different choices of the prior distribution.

Non-informative prior Inverse gamma prior (α, β)

(0.2, 0.2) (0.2, 1.0) (0.2, 5.0) (1.0, 0.2) (1.0, 1.0) (1.0, 5.0) (5.0, 0.2) (5.0, 1.0) (5.0, 5.0)

Synthetic 9.00 9.30 9.10 9.00 9.30 9.10 9.00 9.40 9.00 9.10
Salmon 9.69 9.63 9.65 9.72 9.66 9.73 9.79 9.68 9.93 9.99
Iris 6.48 6.44 6.48 6.49 6.45 6.50 6.50 6.50 6.56 6.57
Crab 10.99 10.92 10.99 11.00 10.94 11.01 11.01 11.02 11.06 11.08
Diabetes 16.64 16.69 16.66 16.67 16.70 16.67 16.67 16.68 16.68 16.69
Biomed 14.59 14.98 14.64 14.57 14.96 14.59 14.49 14.64 14.32 14.30

higher error rates than that obtained for IG(1, 5), IG(5, 1) and IG(5, 5)), in none of these cases could we find any significant
difference in error rates due to different choices of the prior distribution. So, for the rest of the article, we will only use the
non-informative prior for our data analysis.

3. Multiscale approach in semi-supervised classification

In semi-supervised or transductive classification (see, e.g., Chapelle et al., 2006), in addition to the training sample, one
uses unlabeled test set observations to construct the decision rule. It is especially helpful whenwe have only a small training
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set of labeled data to classify a large number of test cases. This type of situation arises inmanypattern classification problems,
where acquisition of labeled data is costly and/or time consuming. In such cases, even thoughwe have a large data set, only a
few of the data are properly labeled to supervise our learning algorithm. So, the usualmethods of supervised learning cannot
extract much information about class separability from that small set of training data. But if one can somehow extract the
information contained in the large set of unlabeled observations, that can significantly increase the classification accuracy.
Semi-supervised learning takes care of this data insufficiency problem by leveraging the unlabeled data, which are fairly
easy to obtain. Though this type of learning is quite popular among machine learning communities, it has received scant
attention from statisticians, and there are very few articles in the literature that deal with its probabilistic modeling. An
excellent review of the incorporation of unlabeled data in regression and classification analysis can be found in Liang et al.
(2007). Although semi-supervised learning by parametric density estimation (see, e.g., Castelli and Cover, 1996) algorithms
can incorporate unlabeled samples into general generative models, it can improve the performance only when the assumed
generative model is correct (see, e.g., Cohen et al., 2004), which is not a reasonable assumption in practice. In this article, we
overcome this parametric model bias by using a robust semi-supervised learning method based on nonparametric kernel
density estimation.

Suppose that we want to classify a particular test case, and that the labels of the rest of the test set observations are
known. In this case, in addition to the training sample, naturally, one would like to use those labeled test set observations to
modify the density estimates and the classification rule.Whenwe have only a small training data set of labeled observations,
the use of the information contained in the test set is expected to improve these density estimates and the resulting classifier
significantly. Suppose now that we want to classify the m-th (m = 1, 2, . . . , nt ) test set observation, denoted by x∗

m, based
on the training data and the rest of the test set observations. If c∗

1 , c
∗

2 , . . . , c
∗

m−1, c
∗

m+1, . . . , c
∗
nt , the class labels for the rest of

the test cases, are known, instead of computing p̂(· | x∗
m, X, C, h) for different classes, one can compute modified estimates

p̂(· | x∗
m, X, C, X∗

−m, C∗
−m, h), where X∗

−m = X∗
− {x∗

m} denotes the rest of the test set observations, and C∗
−m gives their

corresponding class labels. Here, these posterior probability estimates not only depend on h, but also on C∗
−m, which is

supposed to be unknown in practice. One can use the expectation-maximization (EM) algorithm (see, e.g., Dempster et al.,
1977) to estimate the probabilities for different class labels to carry out semi-supervised classification (see, e.g., Dean et al.,
2006; Chapelle et al., 2006). Instead of using the EM algorithm, Celeux and Govaert (1992) and Same et al. (2006) proposed
a modified version for classification, known as the classification EM (CEM) algorithm. This CEM algorithm, instead of using
estimates of class probabilities, estimates the class labels of unlabeled test cases by maximizing the likelihood function, and
just like the estimated value of h, those estimated class labels are used to construct the classification rule. Therefore, the
resulting classifier again ignores the model uncertainty factor. In order to take care of this problem of model uncertainty,
here we follow the same idea used in Section 2. Instead of estimating h and C∗

−m from the data, we consider the results for
various choices of these parameters, and aggregate them using their joint posterior distribution. The aggregated posterior
estimate p̂(j | x∗

m, X, C, X∗
−m) (j = 1, 2, . . . , J) can be computed using the formula

p̂(j | x∗

m, X, C, X∗

−m) =

−
C∗
−m

∫
h
p̂(j | x∗

m, X, C, X∗

−m, C∗

−m, h) p̂(h, C∗

−m | x∗

m, X, X∗

−m, C) dh, (10)

and we can classify x∗
m to the class having the maximum value of p̂(j | x∗

m, X, C, X∗
−m). Now, to compute these posterior

probability estimates, one needs to generate observations from p̂(h, C∗
−m | x∗

m, X, X∗
−m, C), which depends on the indexm.

Therefore, for classification of all unlabeled observations, one needs to drawMCMC samples repeatedly for each observation.
To avoid this huge computation, instead of generating observations from p̂(h, C∗

−m | x∗
m, X, X∗

−m, C), we use the MCMC
technique to generate a sample {(h(k), C∗(k)); k = 1, 2, . . . ,M} from p̂(h, C∗

| x∗
m, X, X∗

−m, C), and use the appropriate
marginal {(h(k), C∗(k)

−m ); k = 1, 2, . . . ,M} to approximate p̂(j | x∗
m, X, C, X∗

−m) by

p̂(j | x∗

m, X, C, X∗

−m) ≃
1
M

M−
k=1

p̂(j | x∗

m, X, C, X∗

−m, C
∗(k)
−m , h(k)), (11)

for j = 1, 2, . . . , J . Since the estimated posterior distribution p̂(h, C∗
| x∗

m, X, X∗
−m, C) does not depend onm, the generated

MCMC sample can be used for classifying all unlabeled observations.
To generate observations from p̂(h, C∗

| x∗
m, X, X∗

−m, C), one can use the Gibbs sampling technique (see, e.g., Geman
and Geman, 1984). Note that, given the values of {c∗

1 , c
∗

2 , . . . , c
∗
nt }, the estimated conditional density of h is proportional to

the likelihood. Again, given {C∗
−m, h}, it is easy to check that the estimate of the conditional probability distribution of c∗

m
can be given by

P̂(c∗

m = j | x∗

m, X, C, X∗

−m, C∗

−m, h) =
qj f̂ ∗

jh,−m(x∗
m)

J∑
i=1

qi f̂ ∗

ih,−m(x∗
m)

for j = 1, 2, . . . , J, (12)

where q = (q1, q2, . . . , qJ) denotes the probabilities of different classes in the prior distribution of c∗
m, and f̂ ∗

jh,−m(x∗
m) is the

density estimate computed using all training and test samples except x∗
m.
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(a) Training set. (b) Training and test set.

Fig. 3. Training and test sets from two mixture normal distributions.

To demonstrate the utility of this semi-supervised classification, here we consider a simulated example, in which
each of the two competing classes is an equal mixture of two bivariate normal distributions. The first class is a
mixture of N(1, 1, 0.16, 0.16, 0) and N(−1, −1, 0.16, 0.16, 0), and the other is a mixture of N(1, −1, 0.16, 0.16, 0) and
N(−1, 1, 0.16, 0.16, 0), where N(µ1, µ2, σ

2
1 , σ 2

2 , ρ) denotes a bivariate normal distribution with marginal means µ1 and
µ2, marginal variances σ 2

1 and σ 2
2 , and correlation coefficient ρ. We generated ten observations from each class to constitute

the training sample. The scatter plot of this training sample is given in Fig. 3(a). Here, one can check that the optimum class
boundary is x1x2 = 0, and the Bayes classifier classifies an observation x = (x1, x2) to class 1 if x1x2 > 0. However, from
Fig. 3(a), one does not getmuch idea about this class boundary. But, when 200 unlabeled test set observations are added to it,
the underlying distributions of the two classes and the class boundary become more transparent (see Fig. 3(b)). As a result,
whenweuse these test cases to construct the decision rule, the resulting classifier turns out to be greatly superior to the usual
supervised classifier.We generated 200 training and test sets (of size 20 and 200, respectively) from these two distributions,
and classified all test cases using both the supervised and the semi-supervised methods. While the supervised method led
to an average error rate of 3.28% with a standard error of 0.16%, the semi-supervised method achieved an error rate of 1.83%
with a standard error of 0.08%. Clearly, the semi-supervised method had significantly better and stable performance in this
example.

The importance of semi-supervised learning becomes even more transparent if we further reduce the training sample
size. Next, we consider a classification problem between N(−1, 1, 0.16, 0.16, 0) and N(1, 1, 0.16, 0.16, 0) distributions.
This problem is much simpler than the previous one, and it is easy to check that x1 = 0 is the optimum class boundary.
Here, we generated five observations from each class to constitute the training sample, and the test set was formed by
taking 50 observations from each class. Though the class boundary was much simpler here, the supervised method based
on a small training sample failed to estimate it in many cases. For one such case, the scatter plots of the training and the
test sets are given in Fig. 4. From Fig. 4(a), it seems that the population distributions are elliptic rather than spherical. Also,
for one of these populations, almost all training set observations are collinear, as if they are coming from a one-dimensional
distribution. As a result, the density estimates and the supervised classifier derived from this set of training data were poor,
and this classifiermisclassified 36 out of 100 test cases. Here, Fig. 4(b), which shows scatter plots of both the training and the
test sets, gives us much better idea about underlying distributions. So, as expected, the semi-supervised method performed
much better, and, in this particular case, it misclassified only 4 out of 100 observations. We repeated this experiment 200
times, using different training and test sets as before, and computed the average error rates for both these methods. Even
though the problem was simpler, the supervised method had an average error rate of 4.09% with a high standard error of
0.43%, but the semi-supervised method could achieve a significantly lower average error rate of 0.83% with a standard error
of 0.07%.

3.1. Results on benchmark data sets

To illustrate the performance of the proposed semi-supervised classifier, we consider the six benchmark data sets used in
Section 2.1. We use the same training and test sets that we used before, and report the average misclassification rates of the
proposed semi-supervised method (over 250 test sets) along with their corresponding standard errors (see Table 3). Results
are also reported for the supervised multiscale classifier proposed in Section 2 and the CEM algorithm discussed before to
facilitate comparison. In semi-supervised classification, for the generation of theMCMC sample, q needs to be specified. The
two most reasonable choices for q are q = (1/J, 1/J, . . . , 1/J) and q = (π1, π2, . . . , πJ). In the equal prior case, i.e., when
π1 = π2 = · · · = πJ , both lead to the same classifier. In the unequal prior case, we used both of them, and report the better
one. We did the same thing for CEM algorithm as well to keep the comparison fair.

The utility of the proposed semi-supervised classification method becomes apparent from the error rates of different
classifiers reported in Table 3. Except for the synthetic data, i.e., in all other cases, it had significantly lower misclassification
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(a) Training set. (b) Training and test sets.

Fig. 4. Training and test sets from two normal distributions.

Table 3
Average misclassification rates of supervised (S) and semi-supervised (SS) methods and their standard errors.

Synthetic Salmon Iris Crab Diabetes Biomed

Proposed (S) 9.00 (0.90) 9.69 (0.20) 6.48 (0.21) 11.08 (0.24) 16.64 (0.30) 14.59 (0.17)
Proposed (SS) 8.90 (0.90) 8.16 (0.14) 3.86 (0.17) 6.13 (0.09) 12.99 (0.17) 15.57 (0.16)
Classification EM 8.70 (0.89) 9.29 (0.17) 4.90 (0.20) 8.08 (0.19) 14.72 (0.34) 16.17 (0.15)

rates than that of the supervised classifier. In the case of the salmon data, the CEM algorithm led to amarginal improvement
over the supervisedmethod, but the proposed semi-supervisedmethod significantly reduced the empiricalmisclassification
rate. In cases of iris data, crab data, anddiabetes data, the error rates of the CEMalgorithmwere significantly lower than those
of the supervised classifier, but, in all these three cases, the proposed semi-supervised version had even better performance.
Except for the synthetic data, i.e., in all other cases, it had significantly lowermisclassification rates than the CEM algorithm.
Only in the case of synthetic data, did the CEM algorithm have a slightly better error rate than the proposed algorithm,
but the difference between these two error rates was statistically insignificant. In the case of biomedical data, however,
none of the semi-supervisedmethods could improve the performance of the supervised classifier. But, even in that case, the
performance of the proposed method was significantly better than that of the CEM algorithm.

4. Concluding remarks

This paper deals with a Bayesian approach for multiscale classification using kernel density estimates. Unlike traditional
methods of kernel discriminant analysis, here we do not rely on a single bandwidth, but consider classification results
obtained at multiple scales of smoothing and combine them under a probabilistic framework. This aggregation technique
takes care of the model uncertainty problem that one faces in classification based on a single bandwidth. As a result,
the multiscale method often leads to better performance than a single scale classifier, which we have also observed
in our analysis of benchmark data sets. The extension of this multiscale method for semi-supervised classification also
helps to overcome the model uncertainty problem involved in the CEM algorithm and to achieve better misclassification
rates. This proposed method is fairly simple, and it can easily be adopted for developing semi-supervised versions of
other nonparametric classifiers. However, the performances of those semi-supervised nonparametric classifiers need to
be investigated.

Throughout this article, we have used the same bandwidth for all populations. Sincewe standardized the data sets before
computing the density estimates, the use of a single bandwidth seems to be quite reasonable. However, our multiscale
method can also be applied if one chooses to use different bandwidths for different populations. The use of different
bandwidths, however, significantly increases the computing cost, but usually the error rate remains almost the same. Also,
note that, if the training sample is very small compared to the dimension of the measurement space, one faces a problem
in standardizing the data set. Semi-supervised algorithms help to mitigate such situations by increasing the virtual size
of the training sample. For semi-supervised classification, instead of using the same weight for all labeled and unlabeled
observations, some authors (see, e.g., Castelli and Cover, 1996) proposed using a reduced weight γ (γ < 1) for unlabeled
observations. Instead of choosing a fixed γ , following our method, one can also study the results for different values of γ
and then aggregate them using a suitable prior on the [0, 1] interval.

The aggregation technique proposed in this article can also be used for handling incomplete or missing data. In the
presence of many missing values in the training data, if we discard all observations with missing values, we may end up
with a very small number of observations with which to carry out our analysis. As a consequence, the resulting classifier
may lead to a poor misclassification rate. However, if we can utilize the information contained in observations with some
missing values, the performance of the classifier can be substantially improved. One way to utilize this information is to
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replace these missing values by their estimates obtained from the data and then use them as complete data. However,
instead of predicting these missing values, one can also consider classification results for different choices of those values
and aggregate them using an appropriate posterior distribution. Since this takes care of the problem of model uncertainty,
it is expected to perform better. However, before making any claim, one needs to carry out a thorough investigation in this
regard.
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