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Measuring the measure

¥Test collections are used to compare the 
effectiveness of retrieval systems.

¥A measurement is only as good as the ruler.

¥How do we know if a test collection is good?

¥What can we do about it, if it isnÕt?
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Overview

¥Pooling parameters

¥Uniques test

¥Minimum-delta test

¥Titlestat test

¥Topic balance
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Pooled test collections
Most currently-used test collections are built by 
pooling:

¥Don’t judge all documents for all topics.

¥ Instead, for each topic, collect the top-ranked 
n documents from a set of runs, and judge just 
those documents.

¥Unjudged documents are assumed to be not 
relevant.
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Pooling and completeness

¥The CranÞeld method assumes complete 
judgments.

¥Pooling argues that judgments only need to 
be reasonably complete and unbiased.

¥How can we be sure of that?
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Pool depth

¥One key factor in pooling is the depth n.

¥Pooling to depth n allows exact 
computation of P@n for the pooled runs.

¥To compute MAP, n needs to be deep 
enough to give us a good estimate of R, the 
number of relevant documents.
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Earliest ranks of relevant documents in pool, TREC−8 adhoc
ra
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Earliest ranks of relevant documents in pool, TREC '05 terabyte
ra
nk
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Pool variety
¥Pooling is a simple form of stratiÞed 

sampling.

¥The strata are deÞned by the document 
rankings being pooled.

¥Pooling assumes the Probability Ranking 
Principle - systems are trying to rank 
documents by some P(rel).

¥If the pool systems are biased or overly 
similar, then the pool is biased as well.
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Pool variety

¥Good pools start with

1. lots of different participating systems

2. using different retrieval methods

3. using different query formulations

4. manual runs
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TREC 2002 filtering
Adaptive filtering task

¥ Stream of documents.

¥ Systems must decide at each document 
whether to retrieve it or not.

¥ Systems get 2 training documents to start 
with.

¥ If the system decides to retrieve a 
document, it can see the relevance judgment.
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TREC 2002 filtering

¥Since systems donÕt rank the documents, 
we canÕt pool.

¥Since the systems get relevance judgments 
at run time, we canÕt pool, but we need 
them ahead of time.
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Building the test collection

¥ Assessors created initial topic and judged 100 
documents.

¥ Those judgments were fed into six different systems.

¥ SMART, YARI, Prise, SVM, NB, transducing SVM.

¥ Outputs fused and top 100 given to the assessor on 
the next day.

¥ Repeat until topic runs out of relevant documents.

¥ In all, more than 21,000 documents judged over a four-
week period.
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Pooling for filtering

¥Ordinary pooling can’t be used because the 
runs don’t output a ranking.

¥ Instead, we drew a uniform random sample 
to make the pool.

¥These judgments were added to the initial 
judgments for the final evaluation.

¥More than 42,000 new documents were 
judged in this phase.
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Topic, ordered by relevant found in first round

N
um

be
r 

of
 r

el
ev

an
t

0
10

0
20

0
30

0
40

0
50

0
60

0
First round
Second round

median new relevant/topic: 8.5

Saturday, February 20, 2010



Pooled or not?

¥ Some runs are included in the pool, and 
some may not be.

¥Later users of the test collections are not 
pooled.

¥Pooled collections assume that unjudged 
documents are not relevant.

¥ If the initial pools are of low-quality, or if 
technology improves, this may not be a good 
assumption.
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Uniques test

¥For each group that was pooled, remove 
from the judgments the unique relevant 
documents found only by that group.

¥Look at the difference in MAP when the 
held-out groupÕs runs are measured 
without their unique contribution.

¥Justin Zobel (SIGIR 1998) made this test 
well-known.
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Figure 3: Unique relevant documents, by research team.

of the techniques to make it less likely that another team would have tried a technique that would
find a similar set of documents.

The first two factors have occasionally been seen in information retrieval evaluations based on pooled
assessment methodologies (TREC, CLEF, and NTCIR) without the high “uniques” effect observed on
this collection. We therefore suspect that the dominant factors in this case may be the last two. But
until this cause of the high “uniques” effect is determined, relative differences of less than 15% or so in
unjudged and post hoc runs using this collection should be regarded as suggestive rather than conclusive.
There is, of course, no similar concern for comparisons among judged runs since judgments for their
“uniques” are available.

As has been seen in prior evaluations in other languages, manual and monolingual runs provided a
disproportionate fraction of the known relevant documents. For example, 33% of the relevant documents
that were found by only one team were found only by monolingual runs, while 63% were found only by
cross-language runs.

4 Results

Table 1 summarizes the alternative indexing terms, the query languages, and (for cross-language runs) the
sources of translation knowledge that were explored by the ten participating teams. All ten participating
teams adopted a “bag-of-terms” technique based on indexing statistics about the occurrence of terms in
each document. A wide variety of specific techniques were used, including language models, hidden
Markov models, vector space models, inference networks, and the PIRCS connectionist network. Four
basic types of indexing terms were explored, sometimes separately and sometimes in combination:

Words. Indexing word surface forms found by tokenizing at white space and punctuation requires no
language-specific processing (except, perhaps, for stopword removal), but potentially desirable
matches between morphological variants of the same word (e.g., plural and singular forms) are

CLIR Arabic ’01
(Þgures from Gey and Oard, TREC 2001; Oard and Gey, TREC 2002)
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Figure2: Effecton 29 judgedrunsof removing ÒuniquesÓcontributedby thatrun.

in thepool wasthenjudgedfor topical relevance,usuallyby thepersonthathadoriginally written the
topic statement.Themeannumberof relevantdocumentsthatwerefoundfor a topic was165.

Mostdocumentsremainunjudgedwhenpooledrelevanceassessmentsareused,andtheusualproce-
dureis to treatunjudgeddocumentsasif they arenot relevant. Voorheeshasshown that thepreference
orderbetweenautomaticrunsin theTRECadhocretrieval taskwould rarelybereversedby theaddition
of missingjudgments,andthattherelativereductionin meanuninterpolatedaverageprecisionthatwould
resultfrom removing ÒuniquesÓ(relevantdocumentsfoundby only a singlesystem)from thejudgment
poolswastypically lessthan5% [2]. As Figure2 shows, this effect is substantiallylarger in theTREC-
2001Arabiccollection,with 9 of the28judgedautomaticrunsexperiencingarelative reductionin mean
uninterpolatedaverageprecisionof over 10%relative whentheÒuniquesÓcontributedby that run were
removedfrom thejudgmentpool.

Figure3 helpsto explain this unexpectedcondition,illustratingthatmany relevantdocumentswere
foundby only a singleparticipatingresearchteam.For 7 of the25 topics,morethanhalf of theknown
relevant documentswereranked in the top-70 in runssubmittedby only a single researchteam. For
another6 of the 25 topics,between40 and50 percentof their relevant documentswereranked in the
top-70by only oneteam.

Theseresultsshow a substantialcontribution to the relevancepool from eachsite, with far less
overlapthanhasbeentypical in previousTRECevaluations.This limited degreeof overlapcouldresult
from thefollowing factors:

A preponderanceof fairly broadtopicsfor whichmany relevantdocumentsmight befoundin the
collection. The averageof 165 relevant documentsper topic is somewhat greaterthanthevalue
typically seenat TREC(100or so).

Thelimitation of thedepthof therelevancejudgmentpoolsto 70 documents(100documentsper
runhave typically beenjudgedin prior TRECevaluations).

The diversity of techniquestried by the participatingteamsin this Þrstyearof Arabic retrieval
experimentsatTREC,whichcouldproducericherrelevancepools.

A relatively smallnumberof participatingresearchteams,which couldinteractwith thediversity

Effect of uniques

Saturday, February 20, 2010



... and in 2002 ...0%

1%

2%

3%

4%

5%

6%

 
Figure 2. Effect of removing relevant documents found uniquely by each of 41 official runs. 
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Figure 3. Unique contributions to known relevant documents, by participating team. 

4 Standard Resources 
Cross-language retrieval effectiveness depends on both the design of the retrieval system and the 
quality of the linguistic resources that are used.  In order to begin to tease apart these factors, each 
participating team that performed the CLIR task was invited to submit one title+description run in 
which standard linguistic resources were used to the extent practical given their design.  For 
example, a team using dictionary-based query translation could submit one run in which a 
standard bilingual dictionary was the only dictionary used.  The following standard resources 
were made available: 

¥ An Arabic ÒlightÓ stemmer that used truncation rules to removed a small set of prefixes 
and suffixes.  The light stemmer was developed through collaboration between Kareem 

Largest contribution ~ 6% of 
unique relevant documents
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... things got much better
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Figure 3. Unique contributions to known relevant documents, by participating team. 

4 Standard Resources 
Cross-language retrieval effectiveness depends on both the design of the retrieval system and the 
quality of the linguistic resources that are used.  In order to begin to tease apart these factors, each 
participating team that performed the CLIR task was invited to submit one title+description run in 
which standard linguistic resources were used to the extent practical given their design.  For 
example, a team using dictionary-based query translation could submit one run in which a 
standard bilingual dictionary was the only dictionary used.  The following standard resources 
were made available: 

¥ An Arabic “light” stemmer that used truncation rules to removed a small set of prefixes 
and suffixes.  The light stemmer was developed through collaboration between Kareem 
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Understanding uniques
¥ A reduction in MAP > 5% when uniques are 

removed is a red flag that the collection may not be 
reusable (Voorhees 98).

¥ Very poor runs should not be considered here, since 
percentage differences in small MAP can look big.

¥ A high uniques effect can indicate that systems are 
immature.

¥ If there are also a large number of relevant 
documents per topic, can also mean that num_rel is 
underestimated.
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Minimum-delta test

¥Voorhees and Buckley, SIGIR 2002.

¥Determines the number of topics that you 
need in order to achieve a given Òerror 
rateÓ in your system ranking.

¥Also gives you the minimum difference in 
MAP that clears that error rate, for a given 
number of topics.
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Voorhees/Buckley Method
¥ Start with a pooled test collection with N topics and the 

runs used to create it.

¥ Select two random, disjoint subsets of topics, up to size 
N/2.

¥ Compute MAP of each run on each topic subset.

¥ Compare the rankings from each topic set, and count the 
number of swaps.

¥ Extrapolate to the full topic set N.

¥ Swaps / all-pairs-of-runs = swap rate

¥ Bin the the swap counts by difference in score to get the 
minimum difference in MAP to get that swap rate.
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V/B delta, MAP, TREC 8

Query set size

E
rr

or
 r

at
e

A1 0.48
A2 0.0125

ResErr 0.00635
5%int 50

> 0.01

10 20 30 40

A1 0.467
A2 0.0226

ResErr 0.00687
5%int 50

> 0.02

A1 0.462
A2 0.0342

ResErr 0.00881
5%int 50

> 0.03

10 20 30 40

A1 0.455
A2 0.0465

ResErr 0.00942
5%int 47.5

> 0.04

0.0

0.1

0.2

0.3

0.4A1 0.452
A2 0.0595

ResErr 0.00861
5%int 37

> 0.05

0.0

0.1

0.2

0.3

0.4 A1 0.462
A2 0.0754

ResErr 0.00937
5%int 29.5

> 0.06

A1 0.486
A2 0.093

ResErr 0.0103
5%int 24.5

> 0.07

A1 0.499
A2 0.109

ResErr 0.00856
5%int 21

> 0.08

A1 0.529
A2 0.13

ResErr 0.0114
5%int 18.2

> 0.09

A1 0.545
A2 0.146

ResErr 0.00967
5%int 16.4

> 0.1

A1 0.596
A2 0.172

ResErr 0.00813
5%int 14.4

> 0.11

A1 0.6
A2 0.185

ResErr 0.00712
5%int 13.4

> 0.12

A1 0.637
A2 0.203

ResErr 0.00774
5%int 12.6

> 0.13

A1 0.673
A2 0.226

ResErr 0.00744
5%int 11.5

> 0.14

0.0

0.1

0.2

0.3

0.4A1 0.754
A2 0.258

ResErr 0.00608
5%int 10.6

> 0.15

10 20 30 40

0.0

0.1

0.2

0.3

0.4 A1 0.725
A2 0.258

ResErr 0.0062
5%int 10.4

> 0.16

A1 0.897
A2 0.3

ResErr 0.00612
5%int 9.66

> 0.17

10 20 30 40

A1 1
A2 0.322

ResErr 0.00869
5%int 9.34

> 0.18

A1 0.701
A2 0.296

ResErr 0.00775
5%int 8.93

> 0.19

10 20 30 40

A1 2.39
A2 0.54

ResErr 0.00846
5%int 7.2

> 0.2
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Bootstrap method
¥ A similar approach is to use the bootstrap.

¥ book by Efron and Tibshirani (1993).

¥ a method where you sample with replacement to 
estimate statistics such as means and confidence 
intervals.

¥ Allows us to sample directly up to N topics rather than 
extrapolating.

¥ Working from the bootstrap allows us to think of the 
method more statistically.

¥ see Tetsuya Sakai (SIGIR 2006).
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Bootstrap delta, MAP, TREC 8

Query set size

E
rr

o
r 

ra
te

A1 0.458
A2 0.0106

ResErr 0.0101
5%int 50

> 0.01

10 20 30 40

A1 0.446
A2 0.0204

ResErr 0.0104
5%int 50

> 0.02

A1 0.439
A2 0.0324

ResErr 0.0106
5%int 50

> 0.03

10 20 30 40

A1 0.445
A2 0.0454

ResErr 0.0123
5%int 48.3

> 0.04

0.0

0.1

0.2

0.3

0.4A1 0.441
A2 0.0599

ResErr 0.00957
5%int 36.5

> 0.05

0.0

0.1

0.2

0.3

0.4 A1 0.451
A2 0.075

ResErr 0.00821
5%int 29.4

> 0.06

A1 0.447
A2 0.091

ResErr 0.0072
5%int 24.2

> 0.07

A1 0.485
A2 0.114

ResErr 0.00832
5%int 19.9

> 0.08

A1 0.501
A2 0.134

ResErr 0.00586
5%int 17.6

> 0.09

A1 0.491
A2 0.147

ResErr 0.00675
5%int 15.8

> 0.1

A1 0.488
A2 0.161

ResErr 0.00424
5%int 14.4

> 0.11

A1 0.502
A2 0.176

ResErr 0.00371
5%int 13.6

> 0.12

A1 0.495
A2 0.192

ResErr 0.0025
5%int 12.5

> 0.13

A1 0.485
A2 0.2

ResErr 0.00382
5%int 11.9

> 0.14

0.0

0.1

0.2

0.3

0.4A1 0.539
A2 0.232

ResErr 0.00242
5%int 10.4

> 0.15

10 20 30 40

0.0

0.1

0.2

0.3

0.4 A1 0.557
A2 0.251

ResErr 0.00388
5%int 9.8

> 0.16

A1 0.517
A2 0.248

ResErr 0.00319
5%int 9.68

> 0.17

10 20 30 40

A1 0.443
A2 0.245

ResErr 0.00144
5%int 9.36

> 0.18

A1 0.546
A2 0.287

ResErr 0.00118
5%int 9.04

> 0.19

10 20 30 40

A1 0.366
A2 0.281

ResErr 0.00184
5%int 7.93

> 0.2
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Using minimum-delta

¥You can Þnd that the min-delta MAP at the 
5% error rate is larger than most 
differences among your systems!

¥This often indicates that the systems are 
not highly distinguishable by score.

¥Yet another approach, TukeyÕs HSD, can also 
give similar results.
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Titlestat Test

¥Buckley et al 2009

¥Prevalence of the average title-query term 
in the pool

¥Indicator of bias

¥Experience: Robust, Terabyte colls

¥Need to talk about pooling bias and why its 
hard to measure
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Titlestat test
¥Titlestat is the fraction of a set of 

documents that contain a Òtitle-query 
wordÓ (a word from the title Þeld of the 
topics).

¥A pool with high titlestat in the relevant 
documents can indicate that systems are 
only retrieving ÒeasyÓ relevant documents.

Þnal queries achieve a MAP score of 0.8995 when run on Disks4&5, showing that the
queries do an excellent job of describing the relevant documents and distinguishing them
from the non-relevant documents on the Disks4&5 collection.

The Þnal queries when run on the AQUAINT collection achieved a MAP score of only
0.2663, slightly above the median among the pool runs and only a bit better than Sabir
Research runs that did not use any relevance information. There were obvious cases of both
over-Þtting and under-Þtting the topics, and the approach undoubtedly could be improved
in the future. But what instigated the investigation here was the fact that the run uniquely
contributed a very large number of relevant documents to the judgment pool.

Thesab05ror1 run was designated by Sabir Research as a pool run, and as such, 2,750
documents entered the judgment pool (50 topics to a depth of 55 documents). About 405 of
these 2,750 were uniquely relevant, i.e., were relevant documents that only this run con-
tributed to the pool. This Þgure was a major anomaly for several reasons. First, the ratio of
number uniquely relevant to the number contributed to the pool is higher than any other run
in TRECÕs history for the major ad hoc collections. Second, the runs in past TRECÕs with
high numbers of unique relevant documents have been manual runs where a user has
manually Þltered out at least some of the non-relevant documents from the top documents
from which the pools are drawn. There were no judgments done on the AQUAINT doc-
ument set in creating thesab05ror1 run. Third, the runs in past TRECÕs with highest
numbers of unique relevant documents have tended to be among the best runs (highest
MAP) in the set of runs. Runs with average effectiveness, like thesab05ror1 run, usually
do not contribute many unique relevant documents to the pools.

As would be expected, a LOU test run onsab05ror1 shows the largest difference of
any pool run, 23%. In other words, ifsab05ror1 had not contributed to the pool, its MAP
score would have been 0.202 instead of 0.266 and it would not have been possible to fairly
comparesab05ror1 against other runs. The second highest difference was the University
of MarylandÕs manual run,MARY05C1; a submission to the HARD track that had a 12%
decrease.MARY05C1 was a much more normal LOU test outlier, being the top run in the
pool (MAP of 0.469) and having extensive user judgments Þltering the top documents. All
other runs had decreases of 8% or less.

This anomalous Sabir run needed to be examined in more detail to Þnd out if it was just
a ßuke, or whether it indeed signaled that other runs that did not contribute to the
AQUAINT pools could be unfairly evaluated with the AQUAINT relevance judgments.
Looking atsab05ror1; we found it retrieved its unique relevant documents across most
topicsÑit was not just a local effect conÞned to a couple of topics. Since the queries in a
routing run are designed to describe the relevant documents in the training set, we
examined how the Disks4&5 and AQUAINT relevant document sets differed and found
that topic title words occur more frequently in the AQUAINT judged relevant set. Note
that we are not comparing relevance judgments, but examining the relevant documents
themselves.

More formally, we deÞne the general measuretitlestat as the percentage of a set of
documents that a title word occurs in, computed as follows. For a single topicT and a set of
documentsC,

titlestatT !
1
tT

X

t2T

jCtj
min"jCj; df t#

wheret is a title word,tT is the number of title words in that topic, andCt is the number of
documents in C that containt. dft is the collection frequency oft; this normalization is
necessary in caset is a very rare term with a collection frequency smaller than |C|.

Inf Retrieval (2007) 10:491Ð508 497

123

(Buckley et al, Inf. Retr. 10:491-508, 2007)
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Origin of titlestat
¥ In the TREC 2004 Robust/HARD tracks, participants ran a 

particular set of topics on TREC CDs 4&5-CR.

¥ In 2005, systems ran the same topics on the AQUAINT 
corpus.

¥ One run was a highly-optimized routing run trained on all 
the CD4&5 relevant documents.

¥ That run found hundreds of unique relevant documents 
(uniques test difference in MAP: 23%).

¥ titlestat_rel in CD4&5-CR: 0.588

¥ titlestat_rel in AQUAINT: 0.719
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What happened?
¥ The AQUAINT collection is twice as large as 

CD4&5.

¥ The AQUAINT collection also has a shallower 
pool (depth 55).

¥ The pool was crowded with documents 
containing the title-query words.

¥ The troublemaker run found many unique 
documents using its radical feedback queries, 
which were much broader than typical 
automatic queries based on the title field.
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a document retrieved at a given rank is relevant for the same two collections and computed
over the same run sets. The probability of a relevant document at a given rank is computed
as the number of runs that retrieve a relevant document at that rank divided by the total
number of runs, and then averaged over topics. These probabilities are necessarily com-
puted using the known relevant set and may therefore be underestimated. The probability
of retrieving a relevant document decreases as rank increases—once again demonstrating
that the retrieval runs are behaving sensibly. The probability of retrieving a relevant
document in the Disks4&5 collection starts high and drops quickly in the first 30 ranks; the
probability of retrieving a relevant document in the AQUAINT collection is much flatter.
Hawking and Robertson showed that the number of relevant documents in a collection will
tend to increase as the document set size increases (Hawking and Robertson 2003, see
Madigan et al. (2006) for a more in-depth discussion of this phenomenon), as the judgment
sets for the AQUAINT and Disks4&5 collections also bear out, so the probability of
retrieving a relevant document remains greater deeper in the ranking for the AQUAINT
collection.

Figure 3 shows the titlestat_rank and probability of relevance graphs restricted to ranks
1–100 superimposed on a single graph. The vertical line at rank 55 indicates the pool depth
used for the AQUAINT collection.6 At rank 55, the retrieval runs on the AQUAINT
document set are still in the high titlestat_rank section of the curve, reflecting the larger
number of documents containing title words in the document set. The retrieval runs are still
in the higher probability of retrieving a relevant document section of the curve as well,
reflecting the larger number of relevant documents, and indicating that substantially more
relevant documents are likely to be found after this cutoff where titlestat values are lower.
For the Disks4&5 collection, rank 55 is after the steep descent of both curves.
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Fig. 3 titlestat_rank and
probability of retrieving a
relevant document by rank for the
AQUAINT and Disks4&5
collections. The vertical line at
55 indicates the pool depth used
for the AQUAINT collection

6 The Disks4&5 collection is constructed from topics that were used in different previous TRECs, and the
pool for each topic was created in the first TREC in which it was used. There is no common pool depth or
pool run set for the Disks4&5 collection, but all topics in the collection were pooled to at least depth 100 in
its original TREC.
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Using titlestat
¥ Titlestat is an indicator of pool bias.

¥ Specifically, that pooled runs may be focusing too much on 
one kind of document, at the expense of others.

¥ Efficiency tasks and tasks with large numbers of queries can 
also exhibit this bias.

¥ Current cures include 

¥ requiring non-title-only runs,

¥ encouraging manual runs,

¥ encouraging feedback runs (not from the high-titlestat 
qrels, obviously!).
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Topic Balance

¥Titlestat and the minimum-delta test 
assume that topics are interchangeable.

¥We know thatÕs not true Ð variation from 
topics is much larger than variation from 
systems in most experiments.

¥However, we try to build test collections 
that avoid a topic bias.
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Topic bias
• Too many topics on very similar subjects.

• Translated topics should balance across languages.

• Topics that seem too easy, or that we guess will 
have very many relevant documents.

• No good tests for this at the moment, although 
some work has been done.

• PCA and MDS methods, for example.

• Run clustering by topic scores.
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Envoi

¥Building test collections is still an art
(not quite an engineering discipline).

¥Test collections need to be poked kicked 
disbelieved attacked analyzed.

¥ÒPut it to the testÓ - TMBG

¥Hypotheses about quality should be 
considered at construction time.

¥Post-hoc analysis is limited by available data.
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