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Abstract

Language identification has a number of applications in natural language processing.
N Gram analysis has been the traditional method for language identification. In this
paper, we discuss the methods and results from our participation in the Shared Task on
Transliterated Search track at Forum for Information Retrieval Evaluation, 2014. We
describe a method that leverages the phonetical properties of query tokens and their
effect on the grammatical construction of tokens. The system developed is found to
have a token level language labelling accuracy of around eighty percent for each of the
language pairs, Hindi-English and Kannada-English.
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1 Introduction

Transliteration plays an important role in cross lingual information retrieval. Transliteration
into the Roman script is used frequently on the web not only for documents, but also for
user queries that search for these documents. Grapheme based, phoneme based and rule
based hybrid systems are three frequently used approaches to machine transliteration as
discussed in [1]. Particularly for language identification, N gram approaches have yielded
good results[2]. In this paper, we discuss a method that leverages alphabet similarity across
major Indian languages and their influence on Romanized transliteration to identify the
language and native script for individual query tokens. The structure of the paper is as
follows. The task is defined in section 2 and the approach is described in section 3. Section
4 details the experiments and the main results. We analyse the results in Section 5 and
conclude.

2 Definitions

In the following section, the task and the objects involved in the task are defined.

Query: white space separated list of words/tokens that identify keywords which will aid
in information retrieval

Token: an individual word in the query that can either be an English word or a transliterated
word written in Roman script

Task Description: Suppose that q: w1 w2 w3 wn, is a query written Roman script. The
words, w1 w2 etc., could be standard English words or transliterated from another language
L. The task is to label the words as E or L depending on whether it an English word, or a
transliterated L-language word. And then, for each transliterated word, provide the correct
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transliteration in the native script (i.e., the script which is used for writing L). Names of
people and places in L should be considered as transliterated entries, whenever it is a native
name. Thus, Arundhati Roy is a transliterated name, but Ruskin Bond is not.

Task Evaluation: The system annotated test data set is compared against a human an-
notated gold standard set of queries. With this gold standard, Precision, Recall for both
languages E and L, in addition to Exact query match fraction metrics are determined.

3 Method Description

Indian languages that borrow from the Devanagari script explicitly define long vowels as free
standing independent vowels termed deergha swar. The system relies on this similarity in
alphabets among Indian languages and their difference from the Roman alphabet in terms
of a lack of defined long vowels to identify the native language for query tokens. The lack of
defined long vowels in English creates vowel clusters when Indian language query tokens are
transliterated to English as opposed to consonant clusters common to English query tokens.
In particular, the system leverages certain phonetic features[3] that influence transliteration
in addition to a few morphological rules of Indian languages[4]. Thus, towards building this
system, we have mainly explored various token level features and used them in conjunction
with a Naive Bayes Classifier to identify the native language.
The features can be grouped into categories as described below:
Capitalization features: This feature set is used to identify whether a particular token is
a Named Entity or an acronym. In the context of identifying Indian languages, this is not
of much value and is meaningful only in cases where languages make case distinction.
Special character features: These features capture punctuation marks, special characters
and numbers in the tokens. In the context of queries targeted towards retrieving information
from social media posts, they also capture smileys, hash tags and so on.
Token level features: This set of features has been mainly used to identify Indian lan-
guages. They constitute checks on token endings in terms of presence of certain charac-
ters. The motivation behind this idea is that non native English individuals conceptualize
thoughts in their native language and these transliterations depend on how those tokens are
pronounced in the native language. In addition, vowel clustering to indicate lexical stress is
found as an interesting property of Indian languages as opposed to Roman languages where
consonant clustering is given prominence. Also, the presence of an anuswar, anunasik or the
chandrabindu transliterates to the bigrams ’in’,’on’ or word endings of ’i’, ’n’ in particular
to the Hindi language. In addition, this feature set includes frequency and word length of
tokens. However word length as a feature in particular did not seem to add value to the
system as determined during cross validation on the development set. This feature set also
captures the presence of the token in a lexicon. This has been used to identify English words
in the queries since only an English lexicon was available. In addition, stop words were also
curated from NLTK’s Stopwords corpus[5] to enhance English word identification.
The features are listed in table 1.

4 Experiments and Results

The development data set provided by the organizers included 1230 queries for the Hindi-
English language pair and three queries for the Kannada-English language pair. The queries
for the Hindi-English language pair included social media posts in addition to regular queries.
Since the development set for the Kannada-English language pair was very minimal, addi-
tional queries were scraped from the web and a few queries were added by hand to total upto
250 queries. An English word frequency list constructed from the Leipzig corpora[6] was also
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Table 1: Description of features used

Feature description Features used in the submissions

English-Hindi English-Kannada

Is first letter capitalized? X X
Are all letters capitalized? X X
Frequency X X
Token Length X X
Token is a number? X X
Token is a punctuation? X X
Token is a smiley/hashtag? X X
Token is a special character? X X
Token contains a special character? X X
Token ends with a? X
Token ends with u? X
Token ends with e? X
Token ends with in? X X
Token ends with on? X X
Token ends with i? X X
Token ends with o? X X
Token contains in? X X
Sequence of vowels in token? X X
Token present in English lexicon? X X

Table 2: Result metrics for the Hindi-English language pair

Run ID LP LR LF EP ER EF EQMF-All EQMF-w/o Mix and NE LA

1 0.741 0.883 0.806 0.849 0.751 0.797 0.195 0.308 0.807

2 0.644 0.917 0.756 0.863 0.539 0.664 0.165 0.235 0.738

LP, LR, LF Token level precision, recall and F-measure for the Indian language in the language pair
EP, ER, EF Token level precision, recall and F-measure for English tokens
EQMF Exact query match fraction

used. Since the word list included words with very low frequency which constitutes noise,
frequency was used as a feature when it’s value was in double digits for individual tokens.
Cross validation on the data set revealed that the word length as a feature caused a drop in
the labelling accuracy. Pre Processing: The queries were tokenized on white space. Tokens
consisting of Latin characters were lower cased.

Two runs were submitted for the Hindi-English language pair. In the first run, the
complete feature set as described in Table 1 was used. For the second run, features to check
for words ending with ’i’,’o’, or ’n’ were dropped. Correspondingly, both labelling accuracy
and EQMF have gone down as reported in Table 2.

A single run was submitted for the Kannada-English language pair. In addition to vowel
clustering, additional features in terms of tokens ending with ’a’,’u’,’e’ which are found to
qualify nouns/adjectives and/or alter their tense, number and in some cases alter the tense
or number of pronouns were used. High precision has been reported but recall results are
slightly in-efficient. The results have been detailed in Table 3.
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Table 3: Result metrics for the Kannada-English language pair

Run ID LP LR LF EP ER EF EQMF-All EQMF-w/o Mix and NE LA

1 0.934 0.853 0.892 0.661 0.886 0.757 0.269 0.353 0.848

5 Error analysis

Vowel clustering and certain morphological rules of the Indian languages help identification
to a certain extent. However it is observed that the recall for English tokens is not very
pleasing. This decrease in performance is attributed to not using an N-gram approach for
Roman language identification.

Normalization: It is suspected that social media posts with higher syntactic complexities
has resulted in a lower performance. For example, words such as ’back’ or ’through’ might
have been written using shortened forms in social media posts as in ’bak’ for ’back’ and
’thru’ for ’through’. In such cases, more robust features to identify the language are needed.

Named Entity recognition: Another point observed is that NE recognition in Indian
languages is significantly tougher owing to a lack of case distinction and standardized spelling.
Since EQMF without NE and Mix tags is higher than the EQMF with all query tokens, this
system will require additional features to identify named entities in Indian languages.

6 Conclusion

In this paper, we describe a method to identify the language of query tokens leveraging
certain features such as vowel clustering and bigrams or unigrams specifically positioned
in the tokens. We also analyse the results and possible reasons for failures and identify
normalization and named entity recognition as crucial areas for improvement.
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