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Intr oduction

Techniques in clustering, approximation, regression, prediction, etc.,
use squared Euclidean distance to measure error or loss

kmeans clustering, least square regression, Weiner �lter ing

Squared loss is not appropriate in many situations

Sparse, high-dimensional data

Probability distributions, non-negative matrices

Counting measures

Can we use other loss functions?
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KMeans Clustering

*
*

*

Initialize representatives (“means”)
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KMeans Clustering

*
*

*

Assign to nearest representative
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KMeans Clustering
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*

Re-estimate means
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KMeans Clustering

*
*

*

Assign to nearest mean (again)
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KMeans Clustering
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* Re-estimate means

The objective function is
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Agendaand Overview of Results

Background: Bregman divergences

Part I: Generalization of centroid-based Clustering

Hard Clustering

Bregman divergences � Exponential families

Soft Clustering

Part II: Connections and Extensions

Information Theory

Co-clustering
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BregmanDivergences
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Examples
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BregmanHard Clustering

For squared loss, mean is the best constant predictor
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BregmanHard Clustering Algorithm

Initialize
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Properties

Guarantee: Monotonically decreases objective function till
convergence

Scalability: Every iteration is linear in the size of the input

Exhaustiveness: If such an algorithm exists for a loss function

h

#
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(

, then

h

has to be a Bregman divergence

Linear Separators: Clusters are separated by hyperplanes

Mixed Data types: Allows appropriate Bregman divergence for
subsets of features
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The Exponential Family

De�nition: A multivariate parametric family with density
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uniquely determines a family

Examples: Gaussian, Bernoulli, Multinomial, Poisson
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is a strictly convex function
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A Connection

Theorem: For any regular exponential family ;
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Bregman
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Convex
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Examples

Regular exponential families � Regular Bregman divergences

Gaussian � Squared Loss

Multinomial � KL-divergence

Geometric � Itakura-Saito distance

Poisson � I-divergence
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BregmanSoft Clustering Algorithm
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Properties

Guarantee: Monotonically decreases objective function till
convergence

Scalability: Every iteration is linear in the size of inputs

Interpretability:

Exponential family � Bregman divergence

Mixed Data types: Combination of different exponential models for
various attributes
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ConclusionssoFar

Results

KMeans type algorithm for all Bregman divergences

Bijection between Bregman divergences and exponential families

Ef�cient learning of mixture of exponential distributions
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Part II: Connectionsand Extensions

Information Theory

Co-clustering and Matrix Approximation
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RateDistortion Theory

X X̂Lossy
Encoder

Lossy
Decoder

Rate = Number of bits/symbol

Distortion =
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, what is the minimum bits/symbol required?
Goal: Encode a source distribution using as few bits as possible
without too much distortion

The rate distortion function [S'48]
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RateDistortion Theory
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RateDistortion with BregmanDivergences

Theorem: If distortion is a Bregman divergence,

Either,

†

#

…

(

is equal to the Shannon-Bregman lower bound

Or,
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is �nite

When
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is �nite

Bregman divergences � Exponential family distributions

Rate distortion � Modeling with mixture of

with Bregman divergences exponential family distributions

†

#
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(

can be obtained either analytically or computationally

Compression vs. loss in Bregman information formulation

Information bottleneck as a special case
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Potential Applications

Rate distortion results for Bregman divergences

Designing quantizers based on Bregman divergences

Rate distortion � maximum likelihood mixture estimation

New learning techniques based on existing lossy coding methods

Compression vs. Bregman information trade-off

IB style techniques for Bregman divergences
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RateDistortion Theory
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Maximum Lik elihoodMixtur eEstimation

Given: Finite set of i.i.d. samples
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variational free energy problem
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RateDistortion with Finite Cardinality Support

Given: Source
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MLME RDFC

Empirical distribution � Source

Mixture model � Reproduction support set

Choice of

£

� Choice of
 

and

…

Variational free energy � Rate distortion objective function

Connecting missing links:

[Banerjee et al., '04] Bijection between exponential densities
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EquivalenceTheorem

For a given empirical distribution and mixture model/support set cardinality

(A) RDFC problem for Bregman divergence

 

! and distortion level

…

(B) MLME problem based on the scaled exponential family
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Follows since
negative log-likelihood � distortion

® maximum likelihood � minimum distortion
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BregmanInf ormation

[Banerjee et al., '04] The Bregman Information of a random variable
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Compressionvs. Lossin BregmanInf ormation

Theorem. Expected distortion between source and reproduction random
variables is equal to the loss in the Bregman information
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Inf ormation Bottleneck: A SpecialCase
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Conclusions

Rate distortion for Bregman divergences

Rate distortion � maximum likelihood mixture estimation

Compression vs. loss in Bregman information trade-off

– p.32/??



Computational Biology

Genes

¹

Genes

¹

Experimental Conditions Experimental Conditions
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Co-clustering: BasicIntuition

º¼»

½

1 2 3 4 5 6

1 -66 54 -63 93 51 96

2 35 87 37 -26 84 -22

3 -68 56 -64 92 52 94

4 30 83 32 -24 80 -21

5 -63 55 -60 92 53 95

Original Matrix
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º¼»

½

1 3 5 2 4 6

4 30 32 80 83 -24 -21

2 35 37 84 87 -26 -22

5 -63 -60 53 55 92 95

1 -66 -63 51 54 93 96

3 -68 -64 52 56 92 94

Reordered Matrix
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A low parameter, co-clustering based approximation
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1 2

1 0 1

2 1 0

3 0 1

4 1 0

5 0 1

Row Clustering
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Å

1 2 3

1 33.5 83.5 -23.3

2 -64.0 53.5 93.7
Low Parameter Matrix

Ä
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%

Å

1 2 3 4 5 6

1 1 0 1 0 0 0

2 0 1 0 0 1 0

3 0 0 0 1 0 1
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Main Results:Co-clustering

Co-clustering based on Bregman divergences

Minimum Bregman information principle that generalizes the
max-entropy and the least-squares principles

Meta co-clustering algorithm with local optimality properties

Known co-clustering algorithms (sum-square residue, information
theoretic) are special cases

New class of matrix approximation techniques

– p.35/??



Applications

Problems

Compression while preserving summary statistics

Learning from sparse, high dimensional data

Missing value prediction

Learning correlations

Domains

Microarray analysis (genes and conditions)

Text analysis (words and documents)

Recommender systems (users and items)

Market analysis (customers and products)
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Dimensionality Reduction

(3,20) (3,500) (3,2500)

1389 1 2 1364 3 18 920 49 292

9 1455 33 5 1446 21 31 1239 404

0 4 998 29 11 994 447 172 337

Confusion matrices for the Classic 3 dataset with different number of document clusters

Clustering interleaved with implicit dimensionality reduction

Superior performance as compared to one-sided clustering
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Missing ValuePrediction

Algo SqE1 SqE3 IDiv1 IDiv3 Pearson

Error 0.8398 0.7639 0.8397 0.7723 1.4211

Mean absolute error for ratings (0-5) in EachMovie dataset

SqE1/SqE3 - squared Euclidean distance with schemes 1 and 3;

IDiv1/IDiv3 - I-Divergence with schemes 1 and 3

Assign zero measure for missing elements, co-cluster and use
reconstructed matrix for prediction

Implicit discovery of correlated sub-matrices
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Learning Corr elations

Movie Clusters

U
se

r 
C

lu
st
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s

1 2 3 4 5 6 7 8 9 10

1

2

3

4

5

6

7

8

9

10

Cluster 1 It is a Wonderful Life, Casablanca,

Life is Beautiful, An Affair to Remember

Cluster 4 Usual Suspects, Manhattan Murder Mystery,

Pulp Fiction, North by NorthWest

Cluster 7 Star Trek V, Blade Runner,

The Terminator, A Clockwork Orange

User cluster - Movie cluster correlations for subset of EachMovie dataset

Use low parameter representations to discover correlations between
row and column entities

Helpful in decision support systems
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Extensions

Applicable to multi dimensional data cubes (yes)

Soft co-clustering algorithms (yes)

General co-clustering models, e.g., overlapping clusters (yes)
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Summary

Part I: Generalization of centroid-based clustering

KMeans type algorithm for all Bregman divergences

Bregman divergences � Exponential families

Bregman soft clustering � Mixture modeling with exponential
family distributions

Part II: Connections and Extensions

Mixture modeling � Rate distortion with Bregman divergences

Low parameter matrix approximations with loss measured by
Bregman divergences

Minimum Bregman Information principle

Meta co-clustering algorithm that renders Part I as a special case
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Historical References

L. M. Bregman. “The relaxation method of ®nding the common point of convex sets
and its application to the solution of problems in convex programming.” USSR
Computational Mathematics and Physics, 7:200-217, 1967.
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and repeat.

Converges to globally optimal solution. This cyclic projection method can be
extended to halfspace and convex constraints, where each projection is followed
by a correction).

Censor and Lent (1981) coined the term “Bregman distance”

Natural Question : How important are Bregman Divergences in data analysis?
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